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Abstract

This paper examines how European venture capitalists connect at the partner level
and whether observed ties reflect embeddedness and structural-similarity as predicted
by network theory. Using PitchBook data on roughly 41,000 completed European
VC deals and approximately 4,000 European-based VC partners, we reconstruct a
large person-to-person network from fund-team affiliations, board co-involvement, and
portfolio-executive links. The analysis uses network centrality measures, maximal
clique participation, local neighborhood overlap, and Monte Carlo SimRank. The
empirical design tests two baseline propositions. First, if cohesive participation captures
embeddedness and eigenvector centrality captures influence, more embedded actors
should be more central. Second, if ties form among structurally proximate actors,
connected dyads should exhibit greater similarity than unconnected dyads. The results
support both propositions. Clique participation is moderately positively associated with
eigenvector centrality. Observed ties also exhibit substantially higher mean Jaccard
similarity than randomly sampled non-ties, and the same pattern holds for Monte Carlo
SimRank.

*Corresponding author. Email: monika.koeppl-turyna@ecoaustria.ac.at



1 Introduction

Venture capital depends on more than capital allocation. Investors source opportunities,
screen uncertain projects, monitor ventures, recruit executives, and coordinate follow-on
financing. These activities rely partly on social relationships: information, reputation, and
trust travel through networks rather than through arm’s-length contracts alone (Granovetter,
1985; Uzzi, 1999; Hochberg et al., 2007). In this sense, venture capital (VC) operates as a
networked form of financial intermediation.

Most empirical work on VC networks studies syndication ties among firms or funds. This
literature has shown that network position shapes deal access, partner choice, and performance,
but it leaves a micro-level gap. The actors who originate deals, sit on boards, and mobilize
resources are individual partners, and partner-level heterogeneity may be obscured when the
unit of analysis is the VC firm (Lerner, 1994; Sorenson and Stuart, 2001; Buchner et al.,
2025). This paper addresses this gap by asking two related questions: how networked are
European venture capitalists at the partner level, and do observed ties in those networks
display structural regularities implied by embeddedness and similarity theories?

To answer these questions, we reconstruct a large person-to-person network from PitchBook-
based data on European venture capital. The empirical setting covers roughly 41,000 com-
pleted European VC deals and approximately 4,000 focal European-based partners. Starting
from these individuals, the analysis aggregates three relational channels - fund-team affilia-
tions, board co-membership, and portfolio-executive links - into an single undirected weighted
graph. The resulting network contains 154,001 nodes and 254,922 observed ties. On this
graph, the analysis computes centrality and embeddedness measures, characterize cohesive
and modular structure, and compare the structural similarity of observed ties and non-ties.

The empirical analysis reports three main findings. First, clique participation is moderately
positively associated with eigenvector centrality (r = 0.34, p < .001), consistent with the view
that actors embedded in more cohesive local structures are more likely to occupy influential

positions in the broader network. Second, connected dyads exhibit higher local structural



overlap than randomly sampled non-connected dyads: mean Jaccard similarity is 0.009478
for observed ties and 0.000728 for sampled non-ties (Welch’s ¢ = 101.48; Cohen’s d = 0.37).
Third, the same ordering appears when similarity is measured globally (global measure):
mean Monte Carlo SimRank equals 0.006822 for observed ties and 0.000822 for sampled
non-ties (Welch’s ¢ = 97.38; Cohen’s d = 0.39). Taken together, these results show that the
reconstructed partner network exhibits patterns consistent with both embeddedness and
structural-similartiy.

The paper makes three contributions. Substantively, it provides a partner-level view of
European VC networks rather than a firm-level syndication map. Empirically, it establishes
a transparent reconstruction and measurement framework for a large network built from
multiple affiliation channels. Analytically, it offers a structural baseline for future work that
links partner network positions to portfolio-company outcomes, including survival, follow-on
financing, and exits.

The remainder of the paper is structured as follows. Section 2 reviews the literature on
VC networks, embeddedness, structural similarity, and partner-level heterogeneity. Section 3
develops the theoretical framework and hypotheses. Section 4 describes the data, network
construction, variables, descriptive network statistics, and inference strategy. Section 5
presents hypothesis tests and sensitivity analyses. Section 6 discusses the findings, limitations,
and future research directions. Section 7 concludes. Appendix A documents the computational

implementation.

2 Literature Review

2.1 Venture capital networks and syndication

Research on venture capital networks mostly examined syndication among VC firms and funds.
This work shows that co-investment ties facilitate information sharing, screening, monitoring,

and access to subsequent financing, while network centrality correlates with investment



opportunities and exit performance (Lerner, 1994; Hochberg et al., 2007; Brander et al., 2002).
In Europe, syndication research also emphasizes fragmented markets, cross-border frictions,
and heterogeneous institutional environments, all of which raise the value of relational access
(Christopoulos et al., 2022; Tykvova and Schertler, 2011).

This literature explains why networks matter in venture finance, but it generally treats
organizations as nodes. This approach helps study syndication patterns, yet it often hides
the fact that many economically reasonab actions are carried out by partners rather than by
abstract firms. A partner-level perspective, therefore, complements, the established firm-level

view.

2.2 Embeddedness, social capital, and brokerage

Embeddedness theory argues that economic action is shaped by social relations and that
cohesive ties support trust, information exchange, and reputational enforcement (Granovetter,
1985; Uzzi, 1999). Related social-capital arguments stress that closure lowers coordination
costs and sustains norms, while structural-hole theory emphasizes the advantages of bridging
otherwise disconnected groups (Coleman, 1988; Burt, 2003). For venture capital, both
perspectives apply. Cohesive structures support repeated syndication and board coordination,
whereas brokerage may provide access to non-redundant deal flow across sectors, stages, or
geographies.

These perspectives imply that partner-level network structure does not follow a single
pattern. Some partners benefit from deep embeddedness in dense local structures; others
gain more from spanning communities. This tension motivates examining embeddedness and

influence jointly rather than treating either as sufficient on its own.

2.3 Structural similarity, homophily, and network proximity

A second strand of literature show that ties follow similarity. Homophily research finds that

actors with similar attributes and social contexts connect disproportionately often, while
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structural-equivalence research focuses on similarity in relational position even when two
actors are not directly connected (McPherson et al., 2001; Lorrain and White, 1971). In
network applications, shared neighborhoods serve as a natural indicator of local structural
proximity, and recursive similarity measures carry this logic to a broader structural context
(Liben-Nowell and Kleinberg, 2003; Jeh and Widom, 2002).

For venture capital, structural similarity is relevant because repeated co-investment,
board overlap, and shared affiliations create common informational environments. Shared
neighborhoods support trust because they allow easier verification of information easier
enforcement of reputational sanctions (Bottazzi et al., 2016). A partner-level network,
therefore, offers a useful setting in which it is possible to compare observed ties with non-ties

in terms of local and global structural proximity.

2.4 Partner-level heterogeneity and the research gap

Recent work recognizes that investment outcomes depend on the involved indivduals within
the VC organization, not only on the investing firm. (Buchner et al., 2025; Drover et al.,
2017). This shift calls for partner-level network evidence. Yet the literature still offers limited
large-scale evidence on how partners are embedded in venture ecosystems, especially in Europe
and especially when multiple relational channels are combined into a single person-to-person
graph.

This paper addresses this gap and establishes a partner-level structural baseline. It does
not attempt to replace a causal outcome analysis, but it sets up the empirical infrastructure
needed for it: a clearly defined network, interpretable measures of embeddedness and similarity,

and evidence that the reconstructed graph show theoretically meaningful regularities.



3 Theory and Hypotheses Development

This section sets out two hypotheses about the structure of partner-level venture-capital
networks. The first concerns the relationship between embeddedness and influence. The

second examines the relationship between structural similarity and tie formation.

3.1 Embeddedness and influence

Embeddedness theory argue that economic actors operate in social structures that shape in-
formation flow, trust, and coordination (Granovetter, 1985; Uzzi, 1999). In a venture-capital
setting, participation in cohesive local groups creates repeated-interaction environments
where reputational monitoring becomes stronger, and information is more easily transmitted.
Maximal-clique participation serves as a direct representation of cohesive embeddedness
because it captures whether an actor belongs to fully connected local subgroups rather
than merely having many isolated ties. In the VC setting, this distinction matters because
participation in such mutually connected subgroups can indicate repeated interaction, shared

reputational audiences, and stronger opportunities for coordination.

If cohesive participation builds visibility, trust, and repeated interaction, it should also
translate into broader influence in the network. Eigenvector centrality measures influence in
a recursive sense: an actor becomes important when connected to other important actors
(Bonacich, 1987). In partner-level VC networks, partners who sit within more cohesive local
structures are more likely to enter the network’s influential core, because these structures
intensify information exchange, reinforce reputational standing, and open multiple pathways

to other well-connected actors. This leads us to our first hypothesis.

H1. Nodes with higher maximal-clique participation exhibit higher eigenvector

centrality.



3.2 Structural similarity and tie formation

A long-standing insight in network theory is that ties rarely form randomly. Homophily and
structural-similarity arguments suggest that actors occupying similar social contexts tend to
connect (McPherson et al., 2001; Lorrain and White, 1971). At the partner level, similarity
arises when investors share boards, fund affiliations, portfolio connections, or overlapping
governance environments.

Shared neighborhoods create network proximity. When two actors share many of the
same others, they face similar information channels and similar reputational audiences. That
proximity lowers uncertainty and supports trust because claims become easier to verify and
behavior is easier to monitor. In the VC context, dyads with greater neighborhood overlap
are therefore more likely to form an observed tie than dyads that do not share comparable
local structure. More broadly, the same logic implies that connected actors may also resemble
one another in a global structural context, not only in immediate neighborhoods. This results

in the second hypothesis.

H2. Dyads connected by an observed tie exhibit higher Jaccard similarity than

unconnected dyads.

4 Data and Methods

This section outlines the data source, network construction, variable definitions, descriptive
network statistics, hypotheses operationalization, and inference strategy. Technical imple-
mentation details, computational scaling choices, checkpointing procedures, and deterministic

seeding are reported in Appendix A.

4.1 Data

The data comes from the PitchBook database and focus on European venture-capital activity.

The data on the network is based on the person’s lead partner deals and affiliated fund



information. The dataset includes roughly 41,000 completed European VC deals across stages
and round numbers and approximately 4,000 focal individuals (partners) based in Europe.
For each focal person, relational exports identify ties from fund-team membership, board
co-involvement, and portfolio-executive links. Fund team Members are individuals who were
on or are currently on an affiliated fund team. Board Members are individuals with current
or past board seats at the same company as the person. Portfolio executives are executive
members of a company on which the person was a lead partner.

These relational channels form a partner-centric network that includes focal partners
together with affiliated individuals connected through these roles. After cleaning, dedupli-
cation, and graph reconstruction, the analytical graph includes |V| = 154,001 nodes and
|E| = 254,922 unique observed ties. The analysis relies on two units of observation: nodes

for the embeddedness—centrality test and dyads for the similarity test.

4.2 Network Construction

The raw exports contains directed relational records (i, 7,7), where ¢ and j are individuals
and r denotes the relation type (Board, Fund, or Executive). For analysis, these records are
consolidated into an undirected weighted graph so that multiple links between the same pair
of individuals become a single edge with higher weight. Let D(i,j) denote the set of records

corresponding to the unordered pair {i,j}. Edge weights are defined as

wi = > 1, Ay = Aji = wjj for i # 4, Ay = 0. (1)

¢eD(i,g)

Thus, the graph records the presence of a relationship and the multiplicity of relational
channels connecting two individuals.

For distance-based descriptive measures, stronger ties act as shorter effective distances



using the inverse-weight transformation

We also define node degree and strength as

ki) =i {i, i} € BY,  s@)= > wy (3)

J{ij}eE

Degree counts distinct neighbors, while strength sums tie intensity across relational channels.

4.3 Variable Definitions

The primary centrality variable is eigenvector centrality. It gives higher values to nodes
connected to other highly connected nodes and therefore reflects influence or prominence
in a recursive sense (Bonacich, 1987). The main embeddedness variable is maximal-clique
participation. In graph-theoretic terms, a clique is a subset of nodes in which every pair of
nodes is connected by an edge; equivalently, it is a complete subgraph (Luce and Perry, 1949;
Wasserman, 1994). A maximal clique is a clique that cannot be enlarged by adding another
node while preserving complete connectivity. It is therefore distinct from a maximum clique,
which refers to the largest clique in the graph. We define maximal-clique participation as the
number of maximal cliques of size at least two in which a node participates.
The primary dyadic similarity variable is Jaccard similarity,

J(i,7) = (4)

where N (i) denotes the undirected neighborhood of node i. Jaccard similarity measures
local neighborhood overlap. As a complementary global measure, we apply Monte Carlo
SimRank, a structural-context similarity metric in which two nodes become more similar

when they connect to similar others (Jeh and Widom, 2002). The main text treats SimRank



as complementary evidence to the Jaccard-based hypothesis test; Appendix A details the
implementation strategy.

For descriptive and sensitivity analyses, we also estimate community structure using Lou-
vain modularity maximization and construct induced subgraphs using eigenvector-centrality
thresholds. Those diagnostics summarize core-periphery structure andcompare alternative

non-edge control designs.

4.4 Network Descriptive Statistics

The reconstructed network contains 154,001 nodes and 254,922 observed ties, which from
a large and sparse person-to-person graph. Figure 1 summarizes the main distributional
features. Panel A shows that degree is strongly right-skewed: most nodes have very few
distinct neighbors, while a small number of actors have extremely high degree. Panel B shows
a similarly unequal distribution for positive eigenvector centrality values, with most positive
values concentrated at low levels and a much smaller set of nodes occupying more central
positions.

Table 1 reports summary statistics for the main node-level network measures. Degree,
strength, eigenvector centrality, and clique participation are strongly right-skewed. The
median node has degree and strength equal to one, whereas the largest observed values exceed
1,400. This pattern is consistent with a sparse network containing a broad periphery and a

small set of highly connected, highly embedded actors.

Table 1: Summary statistics for node-level network measures

Measure Min p25 Median Mean p75 Max
Degree, k(7) 11 1 3311 2 1,422
Strength, s(7) 1 1 1 3.576 2 1,432
Eigenvector centrality, EV(i) x 103 0  0.012 0.085 1.513 0.494 1,000
Clique participation 1 1 1 2.982 1 1,420

Notes: The table reports summary statistics for all nodes in the analytical graph (N =
154,001). p25 and p75 denote the 25th and 75th percentiles. Eigenvector centrality is
normalized to a maximum of one and multiplied by 102 for readability.
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Figure 1: Degree and eigenvector-centrality distributions in the full reconstructed network.
Panel A plots the degree distribution on log—log scales. Panel B plots the distribution
of positive eigenvector-centrality values on a log-scaled horizontal axis; nodes with zero
eigenvector centrality are omitted from the histogram.

Dyadic similarity measures also cluster near zero, reflecting the sparsity of the graph.
Figure 2 shows this zero inflation directly. For Jaccard similarity, most observed ties and
nearly all sampled non-ties have zero neighborhood overlap, but observed ties are much more
likely than sampled non-ties to have positive overlap. For Monte Carlo SimRank, the same
qualitative ordering appears: observed ties are substantially more likely to have positive
recursive structural similarity than sampled non-ties. Panel B further clarifies that the main
comparison is an unconditional edge-versus-non-edge comparison. Among the small subset of
non-ties with positive similarity, values can be high, but the average sampled non-tie remains
close to zero because most sampled non-ties have no measurable similarity.

Table 2 indicates that Jaccard similarity equals zero at the median for both groups, yet
the mean is substantially higher for observed ties than for sampled non-ties. Table 3 confirms
the same qualitative pattern for Monte Carlo SimRank: most dyads cluster near zero, but

observed ties exhibit higher mean and upper-quantile similarity than non-ties.
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Similarity distributions for edges versus sampled non-edges
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Figure 2: Similarity distributions for observed ties and sampled non-ties. Panel A reports
the shares of dyads with zero and positive similarity for Jaccard similarity and Monte Carlo
SimRank. Panel B shows positive similarity values only on a log-scaled horizontal axis.
Vertical lines denote group means computed over all dyads, including zero-valued pairs.
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Table 2: Jaccard similarity summaries for observed ties vs. sampled non-ties.

Group Min  1st Qu. Median Mean  3rd Qu. Max

Observed ties (edges) 0.000000 0.000000 0.000000 0.009478 0.008929 0.944444
Sampled non-ties 0.000000 0.000000 0.000000 0.000728 0.000000 1.000000

(non-edges)

Table 3: Monte Carlo SimRank similarity summaries for observed ties vs. sampled non-ties.

Group Min 1st Qu. Median Mean 3rd Qu. Max

Observed ties 0.0000000 0.0008397 0.0032410 0.0068218 0.0078016 0.3966528
(edges)
Sampled 0.0000000  0.0000000 0.0000000 0.0008224 0.0000000 0.8000000
non-ties

(non-edges)

4.5 Hypotheses Operationalization

H1 is operationalized at the node level as the association between clique participation and
eigenvector centrality across the full analytical graph. Clique participation represents em-
beddedness in cohesive substructures, while eigenvector centrality represents influence in the

broader network.

H2 is operationalized at the dyad level by comparing observed ties with unconnected
dyads. In the confirmatory design, observed edges are compared with randomly sampled
non-edges using Jaccard similarity as the primary measure of local structural proximity. The
same edge-versus-random-non-edge comparison is then repeated with Monte Carlo SimRank

as complementary evidence on global structural-context similarity. As a sensitivity analysis,
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we also contrast edges with sampled distance-two non-edges inside eigenvector-induced cores.
Because these dyads are already embedded in the same high-centrality regions of the network
and are separated by only one intermediary node, they represent structurally plausible but
unrealized ties rather than arbitrary absent ties. They therefore serve as structurally near

misses and capture a stricter counterfactual than the random non-edge design.

4.6 Inference Strategy

H1 is tested using the Pearson correlation between clique participation and eigenvector
centrality. We present the correlation coefficient, the associated p-value, and a Fisher z-based
95% confidence interval.

H2 is tested using Welch’s two-sample ¢-test comparing mean Jaccard similarity between
observed ties and sampled non-ties. We present the mean difference, standard error, confidence
interval, and Cohen’s d as a standardized effect size. The same inferential template applies
the complementary SimRank comparison. Because the network is very large, statistical
significance is eveluated alongside effect sizes and substantive magnitude rather than through

the p-values alone.

5 Results

This section presents the two hypothesis tests and sensitivity analyses. Descriptive network
statistics are reported in Section 4.4. SimRank evidence appears next to the Jaccard results

to separate local overlap from broader structural-context similarity.

5.1 HI1: Embeddedness and Centrality

H1 states that nodes participating in more maximal cliques exhibit higher eigenvector
centrality. Figure 3 visualizes this relationship. The density is concentrated among nodes

with low eigenvector centrality and low clique participation, which is expected in a large sparse
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graph. At the same time, the quantile-binned mean line rises with eigenvector centrality,

indicating that more central nodes tend to participate in more maximal cliques.

The node-level Pearson correlation equals » = 0.335 with N = 154,001 and p < .001. A

Fisher z-based 95% confidence interval gives r € [0.331,0.340], indicating a stable moderate

positive association.

Eigenvector centrality and clique participation
Background shows node density; line shows quantile-binned mean clique participation

Pearson r = 0.335
Spearman rho = 0.369
1,000 N = 154,001
(] i -
< 500 -
% - - . - -
o | = " - " Number
: 250 - u = - of nodes
-
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Figure 3: Eigenvector centrality and clique participation. The hea

t map shows node density

across eigenvector centrality and clique participation; the y-axis is displayed on a log(1 + x)

scale. The black line and points show quantile-binned mean cliqu

e participation. The inset

reports Pearson and Spearman correlations for all nodes in the full network.

Table 4: H1 test: Association between clique participation and eigenvector centrality.

Hypothesis  Statistic Estimate 95% CI

N  Test df p-value

H1 Pearson r 0.335 [0.331, 0.340] 154,001

153,999 < .001

The magnitude is meaningful but not deterministic. Partners embedded in more cohesive

15



substructures tend to occupy the influential core of the network, consistent with embeddedness
theory. At the same time, the correlation still allows for heterogeneous positions such as
actors who gain influence because they bridge communities rather than because they are

clique-embedded.

5.2 H2: Structural Similarity and Tie Formation

H2 states that connected dyads show higher Jaccard similarity than unconnected dyads.
The confirmatory comparison strongly supports this claim. Mean Jaccard similarity equals
0.009478 for observed ties and 0.000728 for randomly sampled non-ties, with a mean difference
of 0.008750. Welch’s two-sample test gives ¢t = 101.48, df ~ 198,300, p < .001, and Cohen’s
d=0.37.

Table 5: H2 test: Jaccard similarity for observed ties vs sampled non-ties (random non-edge
controls).

Hypothesis Jedge T non-edge Diff. SE(Diff.) t df 95% CI(Diff.)  d

H2 0.009478 0.000728 0.008750 0.000086 101.48 198,300 [0.008581, 0.008919] 0.37

This result is notable because the absolute level of overlap remains small in a sparse graph:
the typical dyad has no neighbors. The relevant pattern is therefore not absolute. Observed
ties link actors with more overlapping local environments consistent with shared-neighborhood,
trust, and structural-similarity arguments.

The SimRank comparison reinforces this result: it shows that the same ordering appears
for global structural context. Although H2 focuses on Jaccard similarity, observed ties
show higher mean Monte Carlo SimRank similarity than sampled non-ties: 0.006822 versus
0.000822, with a mean difference of 0.005999. Welch’s t = 97.38, df ~ 141,569, p < .001, and
Cohen’s d = 0.39.
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Table 6: Complementary SimRank evidence: Monte Carlo SimRank similarity for observed
ties vs sampled non-ties (random non-edge controls).

Metric Sedge  Onon-edge Diff. SE(Diff.) ' df 95% CI(Diff.)  d

SimRank (MC) 0.006822 0.000822 0.005999 0.000062 97.38 141,569 [0.005879, 0.006120] 0.39

Taken together, the Jaccard and SimRank results indicate that connected partners are
more similar both in immediate neighborhood overlap and recursive structural context. That
pattern supports the interpretation of the reconstructed network as a suitable representation

of partner-level social structure.

5.3 Sensitivity Analyses

Sensitivity analyses examine whether the main structural patterns hold across increasingly
inclusive eigenvector-induced cores and under alternative non-edge comparison sets. Table 7
lists the eigenvector thresholds used to define the Q90, Q70, and Q50 induced subgraphs.
Table 8 shows that, as the eigenvector threshold falls, the induced network becomes larger

and sparser, transitivity declines, and modularity increases.

Table 7: Eigenvector thresholds used to define induced cores (EV cuts).

Cut definition EV threshold
EV > Q90 (tag=10) 0.001910
EV > Q70 (tag=30) 0.000354
EV > Q50 (tag=50) 0.000085
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Table 8: Sensitivity summary for eigenvector-induced subgraphs.

Cut Nodes  Edges Density Transitivity Modularity

Q90 15,401 52,113 0.000439 0.0407 0.5846
Q70 46,240 116,084 0.000109 0.0170 0.6485
Q50 77,001 164,452 0.000055 0.0142 0.6908

Table 9 lists per-node top-k£ Jaccard lists computed within those cores. The very high
medians reflect construction: candidates come from structurally nearby nodes and the most

similar pairs remain. These summaries, therefore, describe the shortlist-generation procedure.

Table 9: Per-node top-k Jaccard similarity summaries (concatenated across nodes), by
eigenvector-induced core.

Cut Metric n Mean Median

Q90 Jaccard 275,700 0.770 0.99
Q70 Jaccard 824,622 0.854 0.99
Q50 Jaccard 1,137,339 0.871 0.99

A second sensitivity exercise contrasts observed ties with sampled non-edges at distance
exactly two inside the induced cores. As Table 10 indicates, these near-miss dyads often show
higher mean Jaccard overlap than observed edges because the control design selects pairs
that already share local context. This does not contradict H2. Instead, it shows that the
substantive conclusion depends on the comparison set: observed ties are more similar than
the average non-tie, but not necessarily more similar than a carefully selected distance-two

dyad that already occupy nearby positions in the Network.
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Table 10: Trust modules: mean Jaccard similarity by group and eigenvector-induced core.

Cut  Group Mean Jaccard
Q90 In-clique (edges) 0.0373
Q90  Out-clique (distance-two non-edges) 0.1892
Q70 In-clique (edges) 0.0213
Q70 Out-clique (distance-two non-edges) 0.3338
Q50 In-clique (edges) 0.0150
Q50 Out-clique (distance-two non-edges) 0.0291

The sensitivity evidence thus reveals a mixed network logic. Closure matters relative to
the average non-tie, but brokerage and bridging still appear when the comparison set focuses
on structurally proximate non-edges. That distinction is important for interpreting partner

positions in subsequent outcome analyses.

6 Discussion, Limitations, and Future Research

6.1 Interpreting the Main Findings

The paper’s central contribution is to show that a large partner-level European VC network
follows the structural regularities predicted by embeddedness and similarity theory. The H1
result connects clique participation to eigenvector centrality, indicating that local cohesion
and global influence co-occur. In a venture-capital setting, that pattern fits the view that
repeated interaction, reputational visibility, and information multiplexity place some partners
in the network’s influential core.

The H2 result indicates that observed ties connect partners with more similar local
environments than the average non-tie. The complementary SimRank comparison extends

that conclusion beyond immediate neighborhoods: connected actors are also more similar in
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recursive structural context. Together, these findings support the substantive relevance of
the reconstructed network. The graph does not simply act as a large affiliation projection; it

captures meaningful relational structure at the partner level.

6.2 Implications for Venture Capital Research: Embeddedness

versus Brokerage

The findings also clarify how partner-level social capital operates in venture capital. The
positive embeddedness—centrality association is consistent with closure-based advantages such
as trust, repeated coordination, and fast diffusion of information. At the same time, the
association remains moderate, and the sensitivity analyses show that distance-two non-edges
often show greater overlap than observed ties. This combination indicates that the network
contains both embedded and bridging roles.

That distinction matters directly for venture-capital research because embeddedness and
brokerage imply different economic functions. Embedded ties are valuable when repeated
interaction, trust, and reputational enforcement reduce coordination costs. In practical terms,
such ties may make it easier for partners to form syndicates, verify information during due
diligence, coordinate board decisions, monitor portfolio companies, and mobilize follow-on
financing within a familiar investor community or governance cluster. Brokerage ties, by
contrast, are valuable when access to novelty and non-redundant information is central.
Partners who connect otherwise separated communities may gain earlier access to deal flow
outside their immediate network, identify opportunities across sectors or geographies, and
connect portfolio companies to investors, executives, or acquirers beyond the local cluster. A
partner-level perspective therefore helps later work to distinguish whether portfolio outcomes
depend more strongly on coordination advantages from core embeddedness, opportunity

advantages from cross-community brokerage, or some combination of the two.
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6.3 Limitations and Future Research

The paper takes a deliberately foundational approach, which brings several limitations. First,
the network remains cross-sectional or pooled across time, so the analysis does not identify
the temporal ordering of tie formation, embeddedness, and centrality. Future work that uses
yearly or rolling-window networks could establish stronger claims about network evolution
and causal direction.

Second, the analytical graph goes beyond the focal partner list to include board members,
executives, and other affiliated individuals linked through the observed relationships. That
broader boundary adds vaule because partner influence flows through those affiliations, but
it also implies that the object of analysis becomes a partner-centric system graph. A natural
extension would compare the reported results with a restriction to focal partners alone.

Third, the similarity results vary with the comparison set. Random non-edges test
whether ties differ from the average absent tie in the network, whereas distance-two non-edges
test whether ties differ from structurally near-miss dyads. The fact that the two designs
produce different rankings adds insight, but it also calls for careful interpretation. Relatedly,
Jaccard similarity reamins highly zero-inflated in sparse networks, and SimRank relies on
approximation.

Finally, the present paper focuses on structural baselines rather than portfolio outcomes.
Its value comes from documenting the network and validating its measures. The next step is
to connect those measures to entrepreneurial outcomes such as follow-on financing, survival,
and exits, while addressing selection and endogeneity more directly. That downstream work
will determine whether the distinction between embeddedness and brokerage matters in

practice.
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7 Conclusion

This paper examines the extent to which European venture capitalists are networked at the
partner level and whether the observed ties reflect embeddedness and structural similarity.
Using PitchBook-based data, it reconstructed a large partner-centric network from fund-team
affiliations, board co-involvement, and portfolio-executive links. The resulting network is a
sparse and highly unequal relational structure. Economically, this suggests that access to
information, reputation, and coordination opportunities is concentrated among a relatively
small set of highly connected and clique-embedded actors, while most actors remain positioned
at the periphery. In a VC market, such a structure can matter because deal flow, syndication
opportunities, board influence, and reputational signals are likely to travel more easily through
the relational core than through isolated or weakly connected parts of the network.

Two findings structure the analysis. First, nodes that appear in more maximal cliques
show higher eigenvector centrality (r = 0.34, p < .001), supporting an embeddedness-based
view of influence. Second, observed ties are more structurally similar than average non-ties
under both local neighborhood overlap and global structural-context similarity: mean Jaccard
and mean Monte Carlo SimRank are both higher for observed ties, with large t-statistics and
small-to-moderate effect sizes. These findings imply that partner networks are not random
affiliation artifacts. They reflect economically meaningful patterns of closure and proximity
that may shape how investors access information, identify syndication partners, coordinate
governance, and support portfolio companies. The paper therefore provides a partner-level
structural baseline for European VC and provides a foundation for future research on how

partner networks shape venture outcomes.
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Appendix A: Computational Implementation

This appendix reports the implementation details moved out of the main text. The purpose
is reproducibility: in a network of this scale, graph construction, sampling, and similarity
computation depend on design choices that can materially affect measured quantities even

when the underlying data are unchanged.

A.1 Workflow Overview

The empirical workflow is organized in three phases. Phase 1 reconstructs the undirected
weighted graph from directed relational exports and computes the main network descriptors,
including degree, strength, eigenvector centrality, approximate betweenness, approximate
closeness, and community structure. Phase 2 computes similarity measures and produces
annotated edge-level outputs, including 2-clique tables and core-specific similarity summaries.
Phase 3 assembles a company-by-month panel that links firms to contemporaneous partner

features for downstream analyses of portfolio outcomes.

A.2 Computational Scaling

Several measurement tasks scale poorly in very large graphs, especially clique enumeration,
shortest-path-based centralities, and global similarity metrics. The implementation therefore
relies on four general scaling principles. First, subgraph restriction is used where appropriate,
most notably through eigenvector-induced cores and the largest connected components relevant
for particular calculations. Second, sampling is used for quantities that are computationally
intensive at full scale, including approximate betweenness, approximate closeness, non-edge
controls, and Monte Carlo similarity. Third, chunk-based processing and batched writes are
used to limit memory pressure and to permit restart without duplicating completed work.

Fourth, all run configurations are recorded so that reruns preserve prior outputs.
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A.3 Eigenvector-Induced Cores and Similarity Computation

To characterize the network core and to manage scale, eigenvector-centrality thresholds are

used to define induced subgraphs,
Hy=G{i € V:cli) > 7.}, (5)

where ¢ € {0.9,0.7,0.5} indexes increasingly inclusive cuts. Each cut is processed indepen-
dently, which supports parallelization and separate checkpointing.

Within those induced subgraphs, similarity computation follows two related strategies.
For global edge-versus-non-edge comparisons, Jaccard similarity is computed for all observed
edges and for sampled non-edges, and Monte Carlo SimRank is computed for the analogous
comparison set. For per-node top-k similarity lists, candidates are restricted to the two-hop
neighborhood so that shortlist construction remains tractable and at least some nonzero
overlap is possible. SimRank is then evaluated on shortlisted pairs using paired random walks
with fixed decay and walk-length settings. These design choices explain why top-k Jaccard
summaries are much larger than the global edge-versus-non-edge means reported in the main

text.

A.4 Deterministic Seeding, Checkpointing, and Output Tables

The implementation emphasizes deterministic seeding and restartability. Stable identifier-
based seeds are used in place of runtime-dependent hashes so that Monte Carlo similarity
estimates are reproducible across reruns and parallel processes. Checkpoints are stored at the
level of eigenvector-induced cuts and processing batches, allowing interrupted jobs to resume
without duplicating completed computations. Batched writes reduce input/output overhead
while preserving deterministic output order.

The pipeline also produces annotated 2-clique tables. Because 2-cliques correspond to

edges in an undirected graph, these tables record edge-level pairings together with pairwise
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aggregates such as eigenvector sums or means and contextual descriptors carried forward
into later feature-engineering stages. Their function is descriptive in the present paper and

preparatory for later outcome-based analyses.
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